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Abstract 
This study examines the ethical risks and practical challenges of integrating artificial intelligence (AI) into 
business law firms. Through qualitative interviews with legal professionals and a federal judge, the research 
identifies strategies to prevent AI hallucinations3 and reduce malpractice liability. The findings demonstrate that 
firms should implement routine audits and establish internal policies to safeguard client data and maintain 
compliance. Additionally, the study explores how AI adoption impacts junior attorneys, who face increasing 
pressure to adopt automated tools without sacrificing critical analytical skills. Ultimately, the research confirms 
that human oversight remains mandatory to ensure ethical accountability as legal technology advances. 
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I. Introduction 

Legal research is a process that happens once law firms get thousands of digital files from clients. Lawyers start 
with large amounts of data: important documents as well as irrelevant ones. Because of this, lawyers try their 
best to filter through the “irrelevant” to find the real facts and evidence so that it can be used in court. Human 
review or a lawyer’s double-check is what makes this process effective. Because there is someone with 
experience deciding what is important and they are able to check everything, the documents that are used are 
almost always the right ones. Since AI became popular in 2022-23, the number of hallucinations, where AI 
fakes sources and citations, linked to major problems like malpractice, getting in trouble with judges, and 
accidentally leaking private client secrets, are on the rise (Mayes, 2025). There is no single comprehensive U.S. 
federal law governing all uses of AI in legal practice. While some judges have begun allowing AI-assisted 
filings, they often require the use of Closed-loop systems2 (a private artificial intelligence setup where only the 
host company can access, use, and see the data) to prevent data leaks (Judge Buch, 2026). 

It has been shown that using "Rule 335" (from the US Tax Court), the rule that says a lawyer must sign off on 
their work, can catch the fake sources AI creates before they ever get to a judge (Judge Buch, 2026). That idea 
truly explains the whole goal of the study: the importance of the human factor. By looking at how firms like 
Frost Law use "closed-loop" security to protect their clients' money, readers understand that some sort of human 
reading is necessary and that AI use without appropriate human oversight could increase legal and ethical risks. 
By using interviews with  Senior Partners (Haukebo, Marine and Headrick), an Associate (Berger), and a 
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Federal Judge (Buch), as well as a multitude of sources from journals, this paper will explain that AI is one of 
the most efficient ways to work but if not controlled, problems will arise. While AI can be a powerful tool for 
companies to streamline legal processes, some may exploit its capabilities to circumvent regulations and laws, 
making it essential for the legal system to develop strict oversight and ethical guidelines to prevent misuse and  

 

II. Research Question and Objectives 

How do Large Language Models influence Legal practices while maintaining human oversight, ethical 
standards, and client confidentiality, and what effects do these changes have on firm productivity? 

 
Objectives of the Study: 

●​ Identify the primary ethical, operational, and accuracy risks—such as hallucinations, algorithmic bias, 
and data leaks—associated with deploying AI in business law firms. 

●​ Evaluate internal firm verification mechanisms, including the "Audit Tax," bias audits, and closed-loop 
systems, used to prevent legal malpractice. 

●​ Assess the impact of generative AI on the training, critical thinking skills, and workflow of junior 
attorneys. 

●​ Define the governance frameworks and human oversight standards required to preserve professional 
accountability. 

 

 

III. Literature Review 

3.1 Benefits of AI in Legal and Business Contexts 

The shift into a digital and AI legal environment has forced business firms to reconsider their strategies. As of 
today, business law firms are no longer just hiring attorneys and paralegals; they are investing money into 
artificial intelligence and are even hiring new technical staff like data scientists to oversee these complex 
systems (Couture, 2025). This move from traditional research to an AI business model gives the people an 
understanding of the direction that business law firms are moving. By expanding to include AI, firms gain the 
ability to save many hours of time and millions of dollars that were previously lost to manual labor. This 
efficiency and speed allows business law firms to target client demographics more effectively or reduce the 
hours traditionally wasted on data entry or "irrelevant" file sorting. The ability of AI to summarize thousands of 
documents in seconds allows the lawyers to focus on strategy rather than repetitive tasks. 
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Beyond everyday summarizing, AI offers a massive advantage in how firms present themselves to the public. In 
many cases, clients choose a legal representative not solely based on professional reviews or case history, but 
also based on the aesthetic and functionality of the firm’s website. AI has the ability to redesign the way people 
view a lawyer's website. By taking a standard page and making it more interactive and visually appealing to the 
average user, a lawyer may be able to increase revenue. When a website is personalized, legal help feels more 
accessible. As noted by Babina et al. (2024), AI has the potential to make professional learning and legal 
services more personalized to those who might be intimidated by the complexity of the legal process and scared 
by the case complexity. Because AI is able to help increase revenue and change the whole feel of a website, a 
business law firm is able to reduce the work that website developers would have to accomplish in turn 
increasing productivity. 

Furthermore, AI has the ability to increase gains in business firms' financials, specifically for rate calculation 
and market comparisons. Originally, comparing a firm's costs to the rest of the industry was a process that 
required research and phone calls but most importantly time. AI can automate this whole process which saves 
time and resources that can be redirected toward litigation. Despite these advantages, there is uncertainty 
regarding the billing structure that is currently in place in the legal world. Research indicates that most firms 
plan to maintain their current billing systems based on "hours worked," believing it will continue to be a stable 
and predictable revenue generator (Waxman, 2022). The massive productivity increase, however,  that is offered 
by AI is beginning to change those practices as many business firms start to switch to changeable rates. This 
may place pressure on the traditional billable-hour model especially in a world where tasks that once took 
weeks to months are now completed in mere seconds. 

 

3.2 Risks of Exploitation, Bias, and Market Manipulation 

Despite the speed benefits and the potential of profit increase, the implementation of AI introduces several risks 
that could lead to "wrongful use" of technology as well as a total failure  of ethics in firms. One of the most seen 
dangers in current research is the occurrence of AI hallucinations. Hallucinations occur when the software of 
the Large Language Model (LLM) makes up sources, case law, or citations that do not exist in the real world 
and have never happened. If an attorney accidentally submits one of these fake sources to a judge or a client, it 
may lead to a failure to follow legal compliance. This eventually will destroy the firm's reputation and can lead 
to permanent serious disciplinary consequences, including possible disbarment (permanent or temporary 
removal of a lawyer's license to practice law). Currently, many companies aren’t checking their AI tools for bias 
and/or legal compliance before deploying them (Kempe, 2024). By ignoring these basic checks, firms are 
opening their doors for these results: being sued or facing serious financial, legal, and reputational 
consequences. 

These risks also include the maintenance of a brand identity. In the corporate law world, what investors and the 
public think about a company has a massive effect on its success throughout its entire lifetime (Batachariya et 
al., 2025). When investors put money into a law firm, it allows that firm to grow its brand and retain high-value 
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clients. However, there is an association with AI the misuse of information like mentioned above with the 
failure to follow legal compliance. If a company tells the public that they allowed or even accidentally let AI 
use client information, the company will likely experience a drop in clients. In an industry built entirely on trust, 
accuracy, and confidentiality, the misuse of technology and AI can lead to less money flowing through the 
company, proving that ethical oversight is a requirement for a company's survival as well as the fact that risks 
are very much present. 

 

3.3 Regulation: Current Approaches and Needed Safeguards 

To manage the risks above effectively, researchers agree that regulation must happen through a combination of 
internal communication, auditing, and ethical planning. Conducting "bias audits" (independent, third-party 
evaluations, of AI used in hiring, to detect discrimination based on race, gender, ethnicity, etc.) on a regular 
basis is one of the most effective ways for a company to regulate its technology and AI at the organizational 
level (Morley & Morley, 2023). These audits would include a step by step check to be 100% certain that the AI 
is not making decisions based on unfair data or faking sources. As mentioned in research about special 
education and the law, providing nudges for companies to check their tools for bias is a major part of staying 
compliant with current federal and state law (Kempe, 2024). Currently many companies aren’t being nudged 
and many still use AI; however, this article proves that an audit is not just a suggestion, but instead a tool for 
companies to regulate their internal processes. While AI can be helpful for increasing the speed of work, it also 
has the risk of a biased outcome that could have serious consequences. Oversight by a human must be carefully 
used to balance the want for innovation and speed with the need for ethical safeguards. 

Another proposed method, by researchers, for regulation is the creation of specialized, private AI tools 
(Closed-Loop Systems). By using a tool that is both high quality, speedy, and legally safe, some experts suggest 
that firms should develop their own "Closed-Loop" systems rather than using general public software 
(Parameshwaran, 2025). By building a system that does not share data with the public internet, lawyers are able 
to have full control over the AI’s logic and data. This prevents the sensitive "client-secrets" from being leaked 
into the public domain, which is a major concern for professionals like Morley. Creating a custom tool ensures 
that the firm can mitigate risks before they ever become a problem for the client. This method gives the firm the 
ability to use the speed of AI while keeping the same level of protection found in a traditional paper reading, 
time wasting, system. 

Finally, there is a growing want for federal intervention as it would create a standard for the entire business law 
industry. The government has the specific power under the Commerce Clause to create nationwide rules that all 
firms must follow regarding AI use (Waxman, 2022). This would allow the government to regulate AI use and 
create rules that firms must follow to ensure a level playing field and an ethical one as well. Without these rules, 
different firms may have wildly different ethical standards and this is extremely dangerous. By having different 
standards, the public doesn’t have an idea of how each firm manages their own data. Overall, leaders in the 
business law field need to consider the risks of employee misuse and AI bias while exploring the opportunities 
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that AI offers (Mayes, 2025). By combining federal laws, company audits, and Closed AI, the whole field can 
safely shift into an automated future without the loss of human oversight. But just looking at the words of 
professors doesn’t have the same impact as real data. The best way to closely examine the use of AI in business 
law firms is through interviews. 
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IV. Data Collection 

4.1 Methods and Rationale 
 
A qualitative research design was selected for this project to examine the ethical and professional risks within 
the legal field. A qualitative approach was appropriate for this study because it allowed the researcher to explore 
the experiences and opinions of legal professionals. This design allows for an investigation into the logic of 
policies as well as their current use by law firms. A qualitative design is suitable for this study as it captures the 
nuanced judgments and reasoning of legal experts which cannot be quantified by raw statistics. Interviews were 
used as the research tool as they allow risks to emerge that a researcher might not have considered. Through 
interviews as the data collection, readers are able to understand the situation from multiple perspectives and 
truly grasp the situation that is currently unfolding. 
 
4.2 Methodological Framework: Primary and Secondary Research Distinction 
Secondary Research: A comprehensive review of legal scholarship, court opinions, statutory guidelines, 
American Bar Association reports, and published peer-reviewed literature was conducted to examine theoretical 
frameworks surrounding algorithmic liability, procedural ethics, and data protection. Though not cited in the 
paper, many sources were still used to form ideas and reach new conclusions. 
Primary Research: Empirical data was gathered through five expert interviews conducted with legal 
professionals across various levels of practice and judicial administration. 
4.3 Participant Selection and Data Collection Procedures 
Participants were selected through sampling to ensure insight across the legal hierarchy. Frost Law in Columbia, 
Maryland, was targeted due to its focus on business and tax law. Four participants (managing partners and an 
operations officer) were drawn from Frost Law: Mr. Haukebo (Senior Partner), Mr. Headrick (Strategy Officer), 
Jessica Marine (Senior Partner), and Mr. Berger (Senior Partner). Additionally, Judge Ronald L. Buch of the 
United States Tax Court was selected to provide an independent judicial and regulatory perspective on the use 
of AI. 
Interviews were conducted remotely via secure video and telephone conference over the span of a month, each 
lasting approximately 30 to 45 minutes. With the participants' consent, all sessions were audio-recorded for 
analysis. A standardized interview protocol consisting of ten primary research questions was asked to all five 
participants to maintain consistency, with dynamic follow-up questions utilized to explore specific policies and 
procedures that could impact the conclusion. 
The information learned included internal verification protocols, methods for protecting client data, and 
predictions regarding changes to junior legal roles. Some limitations of this study are that the focus is on a 
single firm, only five participants in the interviews, and the study does not measure AI performance 
quantitatively. The findings may not represent the policies of all legal offices. However, the complexity of the 
cases handled by Frost Law provides a significant look at how accountability  and humans are still needed in all 
firms. All of this provided the information needed to come to the conclusion that legal professionals, firms, and 
policymakers should consider stronger safeguards and treat ethical responsibility as a requirement rather than an 
option. 
4.4 Data 
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The interview responses are organized into five themes. Themes were developed from the ten research 
questions. Five participants' answers were used to compare perspectives and answer research questions.  
 
Major Topic A: The Accuracy & Hallucination Rule Questions 1-2 

Major Topic B: The Efficiency & "Audit Tax1" Reality Questions 3-5 

Major Topic C: The Security & "Popped Balloon" Risk Questions 6-7 

Major Topic D: The Future & The "Calculator" Debate Questions 8-9 

Major Topic E: The Regulation & Lawmaking Pillar Question 10 
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Research 
Questions 

Mr. 
Haukebo 
(Senior 
Partner) 

Mr. 
Headrick 
(Strategy/
Operation
s) 

Mrs. 
Marine 
(Senior 
Partner) 

Mr. 
Berger 
(Senior 
Partner) 

Judge 
Ronald L. 
Buch (U.S. 
Tax Court) 

Q1: How do 
you define an 
"AI 
Hallucination
" and what 
are the 
specific 
professional 
risks? 

Defines it 
as a total 
breach of 
integrity; a 
"lie" that 
destroys 
firm 
credibility 
with the 
court. 

Tracks a 
database of 
over 1,000 
examples 
of 
hallucinate
d case law 
submitted 
to courts. 

Warns 
against 
the "Lazy 
Lawyer" 
who 
doesn't 
know the 
code well 
enough 
to spot a 
fake 
deductio
n. 

Defines 
it as 
"faking 
citations 
that 
sound 
complete
ly real 
but do 
not 
exist". 

Hallucinati
ons 
accurately 
state 
principles 
but 
fabricate 
the 
citations. 
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Q2: Under 
Rule 33, how 
does the court 
assign blame 
when a 
lawyer signs 
off on 
algorithmic 
errors? 

[Not 
Asked; 
This 
question 
was only 
relevant to 
Judge 
Buch and 
was 
therefore 
not asked 
of the 
other 
participan
ts] 

[Not 
Asked; 
This 
question 
was only 
relevant to 
Judge 
Buch and 
was 
therefore 
not asked 
of the 
other 
participant
s] 

[Not 
Asked; 
This 
question 
was only 
relevant 
to Judge 
Buch and 
was 
therefore 
not asked 
of the 
other 
participa
nts] 

[Not 
Asked; 
This 
question 
was only 
relevant 
to Judge 
Buch and 
was 
therefore 
not asked 
of the 
other 
participa
nts] 

Under Rule 
33, the 
signer is 
responsible 
for 
"Reasonab
le 
Inquiry"; 
you cannot 
blame the 
software. 

Q3: Can you 
provide a 
specific 
example of a 
legal project 
that 
previously 
took hours 
but now takes 
minutes? 

Sorting 
through 
thousands 
of client 
financial 
files to 
find one 
specific 
tax error. 

Uses it for 
"workflo
w 
developme
nt" to 
generate 
diagrams 
faster than 
manual 
tools like 
Visio. 

Summari
zed 100 
pages of 
IRS 
notices in 
5 
seconds; 
turned a 
30-hour 
project 
into 10 
minutes. 

Saves 
hours on 
basic 
writing/d
rafting of 
memos 
so he can 
focus on 
thinking 
about the 
law. 

A 
million-pag
e document 
review that 
would cost 
$729K for 
40 lawyers 
can be done 
by AI in 
hours. 
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Q4: How 
much time 
must be spent 
on 
"human-in-th
e-loop" 
verification 
(the "Audit 
Tax")? 

Requires a 
100% 
human 
check; no 
document 
leaves the 
office 
without a 
manual 
signature. 

Mandatory 
mandate 
that AI 
work must 
be 
reviewed 
by a 
second 
person and 
disclosed. 

Verificati
on is 
faster 
than 
manual 
work, but 
you must 
be an 
expert to 
spot 
simple 
summari
es. 

"AI 
saves me 
four 
hours, 
but I 
spend at 
least one 
of those 
hours 
double-c
hecking 
citations"
. 

The 
"Audit" is 
now the 
lawyer's 
primary 
job; the 
value is in 
"vouching" 
for the 
truth. 

Q5: If AI 
reduces a 
30-hour task 
to 10 minutes, 
how does the 
firm maintain 
its revenue 
model? 

Discusses 
the 
necessary 
shift 
toward 
"flat fees" 
or 
"value-bas
ed" billing 
models. 

The 
industry is 
at an 
"inflection 
point"; 
firms will 
lose 
money 
quickly 
staying 
hourly. 

It is an 
ethical 
duty to 
save the 
client 
money; 
suggests 
charging 
more per 
hour for 
higher 
value. 

Noted 
that 
many 
firms are 
slow to 
change 
and still 
plan to 
keep 
hourly 
billing. 

The 
"Buggy 
Whip" 
analogy: 
the value is 
now in the 
expert 
"driving," 
not the 
manual 
labor. 

Q6: Why is a 
"Closed-Loop
" system 
necessary 
versus 
"Open-Sourc
e" tools like 

Public 
tools 
"learn" 
from your 
data, 
which is a 
massive 
risk to 

Strict 
policy that 
nothing is 
permissibl
e on open 
search 
tools; must 
be in the 

Uses 
Lexus AI 
and 
Gemini 
Pro 
because 
they are 
firewalle
d from 

Critical 
to 
prevent 
research 
drafts 
from 
leaking 

Necessary 
to comply 
with 
federal 
privacy 
and 
security 
standards. 
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public 
ChatGPT? 

firm 
secrets. 

secure 
loop. 

the 
public. 

to public 
LLMs. 

Q7: How do 
you ensure 
that 
uploading 
data doesn't 
permanently 
"pop the 
balloon" of 
privilege? 

"Once you 
put data 
on a 
public 
server, you 
pop the 
balloon of 
privilege". 

Engageme
nt 
documents 
notify 
clients that 
AI is used 
for 
efficiency 
while 
protecting 
data. 

Policy 
strictly 
prohibits 
putting 
Personal
ly 
Identifia
ble 
Informat
ion (PII) 
into open 
AI. 

Must 
ensure 
every 
tool is 
approved 
by IT to 
protect 
the 
"private 
loop". 

Privilege is 
gone if 
disclosed; 
handled by 
contracting 
for "closed" 
government
-standard 
systems. 

Q8: If AI 
takes over 
"manual 
research," 
how will the 
next 
generation 
develop legal 
intuition? 

Fears staff 
will lose 
the "gut 
feeling" 
learned 
through 
boring, 
hard work. 

It is harder 
to judge a 
person's 
developme
nt when AI 
is doing 
the work 
so fast. 

Expertise 
is needed 
to catch 
errors; 
training 
must 
adapt to 
auditing 
AI. 

Worried 
interns 
"won't 
learn by 
doing" if 
they only 
read AI 
summari
es. 

Compare it 
to "learning 
to drive a 
car 
manually 
before you 
use the 
autopilot". 

Q9: How has 
AI changed 
the daily roles 
of junior 
associates or 
interns 
compared to 5 
years ago? 

Implement
ed a 
"Mastery
-First4" 
policy; 
interns are 
banned 
from AI 
for the 

Less need 
for "turn 
and 
burn"(Hiri
ng new 
associates 
and Firing 
them for 
not 
producing 

Suggeste
d the 
firm stop 
hiring 
1st/2nd 
year 
associate
s and 
train 
mid-level

Job has 
shifted to 
being an 
editor of 
algorith
mic 
outputs. 

AI replaces 
the "manual 
researcher" 
but never 
the "legal 
thinker". 



 

Interview links in the Appendices 

 
4.5 Analysis/Results 
 
Although the participants agreed that AI increases efficiency, they differed in their views on how much human 
verification is necessary. Overall, the conversations with a Senior Partner, Strategy Officer, and Federal Judge 
revealed three trends in how law is actually practiced today. These findings give insight that explains that while 
AI is a "legal calculator" capable of doing weeks of work in seconds, it has created new problems and risks that 
didn't exist five years ago.  
 
Trend #1: The "Audit Tax" and the Mandatory "Human-in-the-Loop" 

The most consistent finding across the data set is that human eyes on an AI output are non-negotiable. Mr. 
Berger and Mr. Haukebo revealed that Frost Law recently implemented a formal "AI Policy" to codify this 
responsibility. This policy says that while AI is a powerful tool for research and drafting, it must be treated as a 
"starting point" instead of a finished product. The firm uses a "two sets of eyes" rule for every document that 
leaves the office. This ensures that a human is always in the loop and aware of the work being done. 
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This “human in the loop” has created what Mr. Berger terms the "Audit Tax", a phenomenon where the time 
saved by AI in drafting is partially offset by the time required for verification. For example, AI may save four 
hours of drafting time, however the attorney must spend at least one of those hours double-checking every 
citation and fact. Jessica Marine further noted that this audit requires a high level of expertise. An expert is 
needed to recognize when an AI summary is too simplistic or a citation is a hallucination. Marine highlighted an 
instance where she summarized 100 pages of IRS notices in five seconds, but had to "double-checks behind it," 
as not doing so would be unethical and considered malpractice. The AI gains reported are staggering, yet they 
come with a warning. In the case Marine described, involving a PayPal statement of over 1,000 pages, 
traditionally just reading the document would require 30 hours of manual labor to analyze. AI deduced the 
relevant transaction trends in ten minutes. However, the "Audit Tax" remains the safeguard. The professional 
value of the lawyer has shifted from the "generator" of the data set to the "vouching agent" who confirms its 
truth. This suggests that legal compliance has evolved to include the responsibility to audit every AI output, 
ensuring that the human remains the final eyes before submission.  

Trend #2: The "Electronic Subordinate" and Rule 33 Accountability 

A second major trend is the refusal to let AI take the blame. Judge Buch is very clear on this: AI is an 
"electronic subordinate" with no legal rights. Under Federal Rule 33, a lawyer’s signature is a promise to the 
court that everything in the filing is true and so if an AI makes up a fake case (a hallucination), the judge can 
punish the lawyer, not the computer. As Judge Buch said, "You cannot blame the software.” This creates an 
environment where "the AI told me so" words are a straight ticket to a malpractice lawsuit. This has forced 
firms to become much more protective of client data and to ensure that information isn’t made up or lost. Judge 
Buch compared attorney-client privilege to a balloon; "Once you disclose privileged information... The 
privilege is like popping a balloon. It's gone". The data reveals that "I used AI" is never an acceptable excuse for 
inaccuracy in a court filing. Mr. Headrick supports this by tracking a real-time database of over 1,000 examples 
of hallucinated case law that have been submitted to courts by attorneys who failed their due diligence. This 
creates a new standard where the attorney acts as the "pilot" and the AI as the "autopilot". As Mr. Berger noted, 
if the "plane" crashes due to a software error, the pilot is still held responsible for the failure to intervene. 
 

To manage this, Frost Law utilizes "Closed-Loop" systems like Lexus AI and Gemini Pro, which wall off 
information by contract to prevent data from leaking into public training models. Mr. Haukebo and Mr. 
Headrick confirmed that Frost Law takes full legal liability for any document signed by its staff. This ensures 
that information isn’t leaked and makes sure that they will not be sued in the future. 

 

Trend #3: The Skill Acquisition Crisis and "Mastery-First" Training 

The data reveals a fear that AI could act as a "shortcut" as it would prevent the next generation of lawyers from 
developing legal intuition and skills. To fight this, Mr. Haukebo has implemented a "Mastery-First" policy at 
Frost Law, which places junior staff on a probation period. In this period, 1st years are banned from using AI 

 
DOI: 10.5281/zenodo.23010095 Vol 4 | Issue 3 | September 2026 12 

 



 

tools for their first month of employment. This requires them to master manual research methods before they 
are permitted to use AI. 

This indicates a concern that learning to “drive” is essential before one can be trusted with "autopilot". Judge 
Buch agreed with this by warning that if the upcoming generation, which he referred to as the "screwed 
generation" (professional vulnerability of novice lawyers who bypass foundational training in favor of 
automated shortcuts), stops thinking with critical skills and simply asks AI to "do it for me," the profession will 
be in crisis. The consensus among experts is that AI should never replace critical thinking as Mr. Berger says 
that interns "won't learn by doing" if they only read AI-generated summaries rather than the actual cases. Jessica 
Marine even suggested that firms should consider not hiring first and second year associates at all. Instead, they 
should train mid-level associates to be more productive using AI. This creates an environment where the human 
is the only thing keeping the profession from being fully automated. As Mr. Headrick concluded, lawyers are 
bound by ethics and standards that a machine simply cannot meet and that mastering the law is more important 
now than ever. 

 
4.6 Discussion 

 
Overall, the findings suggest that law firms are experiencing significant changes because of AI. The research 
with interviews shows that while AI can process a million pages for next to nothing, it still needs a human to 
make it useful in a courtroom. For clients, this might mean lower bills, but for lawyers, it means they have to be 
"auditors" and "advocates", essentially increasing the amount of work they have (compared to if AI was 
flawless). This study introduces the "Audit Tax" and "Mastery-First" training as the two most important ideas 
for any law firm that wants to use AI without getting sued. The overarching implication is that the interviews 
provide a significant amount of information for the future of the legal field, showing exactly how firms are able 
to maintain ethical standards while using new technology. The research provided both comprehensive and 
granular insights into what specific areas of the law are being changed by AI and what "Closed-Loop" 
equipment firms are able to use to protect client data. 
To provide a structured and critical evaluation of these results, the discussion is organized around five core 
findings: 
Finding 1: Human Verification — Automated legal research requires rigorous manual review. Because 
generative models can fabricate plausible-sounding case law, the "Audit Tax" represents a non-negotiable 
operational cost. Human-in-the-loop review ensures that attorneys detect hallucinations before briefs reach the 
court. 
Finding 2: Accountability — Under procedural standards like Tax Court Rule 33, judicial accountability 
cannot be delegated to algorithms. Courts hold the signing attorney personally responsible for all submitted 
materials, treating AI strictly as an electronic subordinate. 
Finding 3: Data Privacy — Entering confidential client information into open, consumer-grade AI models 
irreversibly waives attorney-client privilege. As Judge Buch observed, privilege operates like a balloon; once 
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punctured, confidentiality cannot be restored. Firms must deploy closed-loop, enterprise AI systems to 
safeguard proprietary information. 
Finding 4: Impact on Junior Lawyers — An overreliance on AI shortcuts during early career stages disrupts 
the acquisition of foundational analytical skills. Law firms must adopt structured "Mastery-First" training 
programs to ensure junior associates develop legal judgment before utilizing automated assistance. 
Finding 5: Regulation — Relying on voluntary internal prudence is insufficient to prevent systemic 
malpractice. Federal regulatory oversight under the Commerce Clause, alongside mandatory third-party bias 
audits and institutional compliance protocols, is essential to govern commercial legal technology. 
The findings suggest that AI does not necessarily eliminate the need for lawyers. Instead, it may change the 
skills lawyers need, shifting some responsibilities from manual research toward verification, judgment, and 
strategic decision-making. 
 

V. Conclusion 

This research concludes that while Artificial Intelligence is a powerful tool for speeding up legal processes, it 
also introduces significant ethical and professional risks that require strict human oversight. The Literature 
Review established that although AI can increase revenue and personalize legal services (Babina et al., 2024), it 
remains prone to hallucinations and bias that can lead to attorney disbarment (Kempe, 2024). This study’s 
primary data collection at Frost Law confirmed these academic concerns, demonstrating that the legal 
profession is shifting away from traditional labor toward an "AI-Business Model" (Couture, 2025). However, 
this transition is only safe when governed by the "Audit Tax", the mandatory human verification of all AI 
output, and the "Mastery-First" training model, which ensures that junior associates develop foundational skills 
before utilizing automated tools. 

Another important takeaway from this research is that under Federal Rule 33 in the US tax court, as emphasized 
by Judge Buch, a lawyer’s signature is a non-transferable certification of truth. Therefore, AI can only be 
viewed as a peer/tool rather than a legal agent. The findings indicate that protecting attorney-client privilege in a 
digital age requires the use of "Closed-Loop" systems to prevent the "popping of the balloon" of confidentiality. 
Furthermore, to ensure a level playing field, there is a clear need for a National AI Strategy supported by the 
government’s power under the Commerce Clause (Waxman, 2022; Headrick interview). By combining federal 
regulation, independent bias audits, and human-led verification, the business law field can safely use an AI 
future without sacrificing the standards that define the profession. 

While this paper provides a framework for AI integration into business law firms, there are areas that require 
further study. Specifically, research is needed to determine the economic impact of "Closed-Loop" systems on 
smaller, or even solo-practitioner, firms to see if they can afford the high costs of secure AI or if they are 
vulnerable to data breaches and malpractice. Additionally, further investigation should be conducted into how 
law school curricula are adapting to teach AI, as it is a required skill for the next generation of attorneys. 
Ultimately, while AI provides the speed of a calculator, the human attorney remains the most important factor, 
ensuring that the legal system remains ethical and in the rule of law. 
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Appendix A 

The following questions were developed to address the use of AI and its effects on ethical liability as 
well as the professional shift within the legal field that occurred due to it. Most questions were 
presented to all five subjects to ensure a comparable data set. 

1.​ Q1: Definition of Risk – How do you define an "AI Hallucination" within your specific 
practice area, and what are the primary professional risks associated with these errors? 

2.​ Q2: Judicial Accountability – Under Federal Rule 33, how does the court system assign 
blame when a signing attorney submits filings containing algorithmic errors? 

3.​ Q3: Quantifiable Efficiency – Can you provide a specific example of a legal project or 
workflow that previously required hours/days of manual labor but is now completed in 
minutes via AI? 

4.​ Q4: The "Audit Tax" – Approximately how much time must be spent on 
"human-in-the-loop" verification for AI-generated outputs to ensure they meet firm 
standards? 

5.​ Q5: Revenue Disruption – If AI reduces a traditional 30-hour task to 10 minutes, how 
must the firm evolve its revenue model or "billable hour" structure to remain viable? 

6.​ Q6: Security Architecture – Why is a "Closed-Loop" or firewalled AI system necessary 
for a law firm compared to using general public "Open-Source" tools? 

7.​ Q7: Data Privilege – What specific protocols are in place to ensure that uploading client 
data into an AI model does not "pop the balloon" of attorney-client privilege? 

8.​ Q8: Intuition Erosion – If AI handles the "grunt work" of manual research, what are the 
long-term risks to the development of "legal intuition" in the next generation of 
attorneys? 

9.​ Q9: Evolution of Junior Roles – How have the daily responsibilities of a junior 
associate or intern changed in the last 24 months compared to five years ago? 

10.​ Q10: The Malpractice Threshold – At what point does the failure to use AI for 
efficiency become a breach of the "Duty of Competence," or is the primary risk still 
centered on the misuse of the tool? 
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Appendix B 

1. Mr. Haukebo – Senior Partner, Frost Law 

●​ Credentials: A veteran attorney specializing in high-level tax controversy and business 
litigation. As a Senior Partner, he oversees the firm’s long-term ethical standing and 
"Mastery-First" training policies. 

2. Mr. Headrick – Strategy and Operations Officer, Frost Law 

●​ Credentials: An expert in legal technology integration and firm-wide workflow 
optimization. He is responsible for the database tracking of AI hallucinations and the 
implementation of "Closed-Loop" systems. 

3. Jessica Marine, Esq. – Senior Partner, Frost Law 

●​ Credentials: A specialized Tax Partner with extensive experience in IRS compliance and 
complex financial audits. She provides the "expert eye" required for the "Audit Tax" 
verification process. 

4. Mr. Berger – Senior Partner, Frost Law 

●​ Credentials: A practicing associate representing the "front line" of AI adoption. He 
provides insight into the daily shift from manual researcher to algorithmic editor. 

5. Judge Ronald L. Buch – United States Tax Court 

●​ Credentials: A Presidential Appointee to the U.S. Tax Court. Judge Buch provides the 
critical judicial perspective on Rule 33, attorney-client privilege, and the "electronic 
subordinate" framework. 
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Appendix C 

Interview Links 

Interview Mr. Headrick.m4a 

Interview Mrs. Marine.m4a 

Interview Mr. Berger.m4a 

Interview Judge Buch.m4a 

The Interview with Mr Haukebo was not recorded but I have put all the information in the Table above. 

 
Appendix D 
Glossary of Core Operational Terms 
"Audit Tax"1: refers to the additional time required for a human professional to check and verify 

AI-generated work. 

Closed-Loop System2: A private artificial intelligence infrastructure where only the host organization 
accesses, processes, and views data, ensuring client information is never leaked to external third 
parties or public training datasets. 

AI Hallucination3: The generation of inaccurate, fabricated citations, case law, or legal authority by a 
large language model that appears linguistically fluent and authentic. 

Mastery-First Policy4: A training protocol mandating that junior associates and interns master manual 
legal research and foundational doctrine before utilizing AI tools. 

Tax Court Rule 335: The judicial standard certifying that an attorney’s signature represents a binding 
personal verification that a legal filing is factually and doctrinally accurate, precluding blame 
from being shifted to automated software. 
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